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Abstract— We present an intelligent driving software system that
is capable of adapting to dynamic task conditions and adjusting
to the steering preferences of a human passenger. This interactive
autonomous system is a realization of a natural human-robot
interaction paradigm known as Adaptation from Participation (AfP).
AfP exploits intermittent input from the human passenger in order
to adapt the vehicle’s autonomous behaviors to match the intended
navigation targets and driving preferences. In our system, this is
realized by dynamically adjusting the parameter settings of a visionbased algorithm for tracking terrain boundaries. We deployed the
resulting interactive autonomous vehicle in diverse task settings,
and demonstrated its ability to learn to drive on unseen paths, as
well as to adapt to unexpected changes to the environment and to
the vehicle’s camera placement.
Keywords— human-robot interaction, autonomous driving, field
robotics

Fig. 1. We deployed an interactive and adaptive autonomous driving system
onboard the SL-Commander all-terrain vehicle.

I. INTRODUCTION
utonomous driving promises innumerable benefits to
society and is nearing wide acceptance. This is illustrated by the ever-increasing intelligent assistance features
in commercial automobiles, and also by the rapid establishment of government regulations for self-driving cars [1].
A common goal shared by many is for an autonomous
driving solution that can operate robustly within diverse
outdoor environments, which poses a number of identified
challenges. For instance, many existing systems are likely to
fail when driving off of standard roadways, since outdoor
paths can vary highly in their definition (e.g. gravel, grass,
and dirt trails driven by other vehicles). Also, navigation
solutions based on the Global Positioning System (GPS) are
inappropriate for operations in previously unseen or changing
paths. Furthermore, reactive way-finding using local sensors, such as cameras, is susceptible to constrained field of
view and other restrictions, which limit their autonomous
navigation capabilities. In contrast, since human drivers can
readily handle navigation in various dynamic and challenging
situations, the coupling of an autonomous driving system
with the help from a human participant becomes an attractive
solution concept, which we explore presently.
In this work we present an interactive autonomous driving
system that incorporates input from an onboard human
passenger to provide high-level navigation guidance and
situational driving expertise. The realization of a humanrobot interaction paradigm known as Adaptation from Participation (AfP) is used to mediate this interface. AfP enables
the autonomous system to learn from intermittent human
control in order to adapt its own navigation objectives and
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driving style on-the-fly. In this manner, our solution is
able to alleviate much of the tedious driving burdens by
navigating predominantly through autonomous control even
in unanticipated conditions, while providing flexibility and
comfort through seamless transitions to and from manual
driving.
This work contributes a feasibility demonstration of an
interactive autonomous driving system that realizes the AfP
paradigm. To accomplish this, we have adapted an existing
instrumented vehicle, the SL-Commander (as seen in Fig. 1),
to be compatible with the Robot Operating System (ROS)
middleware. Sec. II describes the capabilities of the SLCommander platform, as well as its hardware and software
infrastructure. Our autonomous vehicular controller employs
an existing vision-based algorithm for detecting and steering
alongside terrain boundaries, which is described in Sec. III.
Sec. IV discusses the interaction paradigm of Adaptation
from Participation (AfP), and also highlights its implementation on the SL-Commander platform. Sec. V elaborates on
results of preliminary field experiments with this interactive
autonomous vehicle, which demonstrated successful driving
on previously unseen paths, as well as adaptation to different
types of disturbances. We conclude in Sec. VI with a
discussion of experimental outcomes and future work.
II. SYSTEM INFRASTRUCTURE
An intelligent driving hardware platform must provide
a number of services in order to achieve practical transport of its human passengers. Some of the most essential
requirements include safety, navigational competency, and
a flexible command interface. In this work, we base an
autonomous driving solution around the SL-Commander
vehicle, which was developed by MacDonald Dettwiler

and Associates (MDA), Bombardier Recreational Products
(BRP), and Quanser Consulting [2], for the Canadian Space
Agency’s planetary research [3]. This vehicle’s base drive is
an electric-powered side-by-side All-Terrain Vehicle (ATV)
produced by BRP [4], with the capability to traverse terrain
ranging from paved roads to undulating back-country trails.
The SL-Commander variant has been instrumented by MDA
and BRP with a programmable interface for steering, acceleration, breaking, vehicle state control, and status monitoring
capabilities. Furthermore, numerous sensors including cameras and laser range-finders have been integrated onboard
to allow for autonomous perception of the environment.
This vehicle’s capabilities are exposed through the Joint
Architecture for Unmanned Systems (JAUS) SAE AS-4
standard [5], and for this work we extended sensor and
control interface support to the open-source Robot Operating
System (ROS) [6] to facilitate easy re-use and sharing of
code with other similar platforms. This section will continue
to elaborate on each layer of this platform in detail.
A. SL-Commander Mechanical Platform
Side-by-side ATVs are a class of wheeled vehicles wellsuited for both rugged terrain and low-traffic roads. This
makes them attractive for the study of autonomous driving
in general outdoor environments, beyond the paved roads
that have been the focus of previous research efforts [7].
The SL-Commander utilizes Ackerman steering and a fourwheel drive with selectable locking differentials, independent
suspension, rugged construction and a high-torque propulsion
system based around a 48V electric AC induction motor. This
vehicle has been designed for a comfortable ride on rough
terrain, and provides a number of passenger safety features.
These include a steel roll-cage for protection from roll-overs
on steep inclines, as well as front and rear ventilated disc
brakes for rapid stopping power.
B. Actuation and Sensing
A drive-by-wire system onboard the SL-Commander replicates many of the operations typically conducted by a human
driver during manual control, including actuation of the brake
and accelerator pedals, the gear shift, and also the steering
wheel. The vehicle state, including wheel odometry, actual
speed and turning angle, battery state-of-charge, etc., can all
be accessed remotely. These subsystems are interfaced via a
Controller Area Network (CAN) Bus with an onboard Drive
Computer, which is responsible for managing real-time lowlevel tasks such as steering control. This Drive Computer
provides a velocity-based software interface, which is used
by another networked Smart Computer that implements highlevel ROS and JAUS interfaces and also hosts autonomy
software.
In autonomous control mode, both the steering wheel
and throttle pedal are engaged by the drive-by-wire system
and are locked from human input. Nevertheless, the human
retains the ability to use the brake pedal and can stop
the vehicle at any time. In addition, kill switches located
on the dashboard and on the exterior frames can be used

to disengage power flow to the entire vehicle in case of
emergency.
The sensor suite onboard the SL-Commander includes a
SICK LMS-151 laser range-finder, a Vivotek high-definition
camera with 18x optical zoom mounted on a pan-tilt unit
from FLIR Systems Inc., and two Tyzx stereo cameras.
Our autonomous driving system employs the central pan-tiltzoom camera unit, which allows for flexible visual tracking
of diverse paths and trails, as will be described in Sec. III.
C. Software Automation Interface
The Robot Operating System (ROS) is a distributed middleware solution for robotic sensing and control [6]. It
is open source and has gained wide adoption within the
research and industrial robotics communities, making it an
enabling technology for code sharing and re-use. Inspired by
the efforts of research groups that have previously adopted
ROS for autonomous cars [8], we leveraged the benefits
of ROS while building an autonomous driving system for
the SL-Commander. In particular, we realized autonomous
steering using an adaptive vision-based control system that
we had originally developed for other ROS-enabled wheeled
robots [9]. Its integration onboard the SL-Commander necessitated the development of a standardized ROS interface
for interacting with the vehicle’s sensors and actuators,
which extends from the JAUS control software previously
developed by MDA. Our ROS interface complies with the
common set of sensing and actuation functionalities of
wheeled ground vehicles, and was essential in facilitating the
swift deployment and extensions to our existing automation
system, targeting the SL-Commander platform.
Sensory data from the vehicle’s cameras and laser rangefinders are exposed within ROS by device driver nodes, and
are published using standard message formats, accompanied
by meta-data on sensor characteristics. The pose of each
sensing and control element of the vehicle is tracked over
time, allowing information from various sources to be registered temporally and spatially. Locomotion commands are
processed by a ROS node that wraps the Quanser Drive
Computer API, to appropriately actuate the vehicle.
III. VISION-BASED PATH FOLLOWING
During autonomous operation, the vehicle utilizes visionbased control in order to safely follow pathways. There
is a wealth of literature on the use of cameras to guide
automobiles [10], [11], [12]. In this work, we deployed
an existing visual boundary tracking system [9] to realize autonomous driving onboard the SL-Commander. This
automation system identifies a dominant terrain boundary
within each frame acquired by a frontal-mounted camera,
corresponding to the contours of roads, pathways, fields, etc.
The identified boundary line is fed into a control law that
regulates the steering direction of the vehicle, which operates
under user-regulated velocity. This image processing pipeline
is illustrated in Fig. 2.
When tracking boundaries on the ground plane from a
frontal view camera, it is important to begin by excluding

(a) exclude horizon

(b) segment target region

(c) extract boundary curve

(d) fit line and map into steering

Fig. 2. A simplified pipeline of the boundary tracking algorithm: (a) first the top of the image is excluded to remove the horizon and image content near
the vanishing point; (b) next the target region is segmented using a specified image feature (e.g. HSV); (c) the dominant boundary curve is then extracted
from the filtered segmented image; and (d) the resulting line fit of the boundary is mapped into a steering command (blue arrow).

the upper portions of each image from analysis. These
portions contain the horizon and highly distorted parts of
the image near the vanishing point. Next, the image is
segmented to differentiate between the target terrain and
background regions. To accommodate identifying terrains
from diverse types of surroundings, segmentation can be
configured to use different image features, such as hue,
grayscale intensity, or a representation derived from the HueSaturation-Value (HSV) colorspace [13]. Akin to the seminal
work of Stauffer et al. [14], the feature centroids of the target
and non-target labels are adapted after every frame, which
improves robustness to illumination and changes in feature
characteristics of the terrain over time.
Following feature segmentation, small regions in the labeled image (e.g. as seen in Fig. 2(b)) are blended into their
neighboring regions, which filters out all but the most salient
and wide-scale terrain boundaries. This filtering step can be
configured to isolate two different types of terrain boundaries, namely an edge boundary between two visually distinct
terrains such as a grass-curb divide, and a strip boundary
where a path falls between between two background regions.
After identifying the dominant target region, a line is
fit to its boundary curve. The line-fitting algorithm uses
historical information from past frames to ensure that it
consistently tracks the same boundary over time. The boundary line compactly represents the pose of the target terrain
in image space, which is essential to determining steering
commands for following the target. This problem could be
solved through the use of geometric information such as
the camera’s pose, its intrinsic and extrinsic parameters,
the incline of the ground plane, and a desired boundaryfollowing distance. Since this information may not be readily
available for a given platform, and could also change during
operation depending on task conditions and user preferences,
we instead utilize an adaptive parameterized linear mapping:
yr = M1 χ + M2 φ + M3
This mapping relies on the x-intersection χ between the
boundary line and the bottom of the image frame, as well
as the slope of the boundary φ . The steering command yr is
generated through a linear combination of these two values.
The weighting factors, M1 and M2 , and the bias term, M3 , are
free parameters that can be adapted on-the-fly both in the face

of changing user preference (e.g., to move closer or farther
from the target boundary), as well as to accommodate nonrigid system geometry (e.g., perturbations to the camera’s
positioning).
Overall, our boundary tracking algorithm has several parameters that can be adapted to perform various driving tasks.
These include discrete-value settings such as the boundary
type Tb ∈ {Edge, Strip} and the segmentation feature choice
Ts ∈ {Hue, Grayscale, HSV }. Additional parameters with
continuous values include the horizon cut-off threshold H0 ,
and the mapping coefficients M1 , M2 , and M3 . The following
section will describe our automated approach for adapting
these parameters based on intermittent human input.
IV. ADAPTATION FROM PARTICIPATION
Several parameters of our boundary tracking algorithm
must be specified in order to achieve desirable driving
behavior. In principle, parameter values could be set manually by a human user or expert engineer, although, beyond
providing a rough estimate, this fine-tuning process would be
highly laborious. In addition, manual parameter adjustments
during operation to cope with changes in task objectives
and conditions could easily overload the human and might
introduce safety hazards if carried out while in motion.
Instead, we instantiated the Adaptation from Participation
(AfP) paradigm to achieve the task of adjusting parameter
values automatically in a robust and flexible manner.
AfP capitalizes on a supervisor-worker style relationship
between a human passenger and the autonomous driving
system, as shown in Fig. 3. Specifically, we rely on the
human to steer the vehicle to specify an initial navigation
target, to correct erroneous motions made by the autonomous
system, and to make navigation-level adjustments such as
deciding where to go at an intersection or switching to
a different road or track. During these periods of human
driving, the AfP module continuously updates the parameter
values of the autonomous system to settings that most
accurately resemble the passenger’s actions. Once the autonomous system can demonstrate competent driving that
follows the human’s intents through on-screen feedback, the
passenger can relinquish vehicular control and proceed to
passively supervise the road-following progress. This allows
for largely autonomous operation of the vehicle, with human
inputs occurring rarely and only for short periods of time.
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Fig. 3. The Adaptation from Participation (AfP) paradigm calls for the
autonomous boundary tracker to do the bulk of the driving workload,
whereas the human passenger takes on a supervisory role and only needs to
intervene to correct misbehaviors or to change task objectives. Parameters
of the boundary tracker are adjusted automatically during periods of human
intervention by the AfP module.

The resulting adaptive system can also adjust to dynamic
changes to task conditions through occasional periods of
human assistance.
More formally, the objective of AfP is to optimize the
robot autonomy’s parameters θ throughout periods of contiguous human interventions. Conceptually, we consider that
for any moment in time t there exists a set of optimal parameter values θ ∗ (t) for the robot’s autonomous system,
which would lead to the best possible behaviors. However,
these optimal settings are typically not known, and must
be determined through computational search. They may also
change dynamically with variations in the environment (e.g.
scene lighting), the robot’s configuration (e.g. tire wear), or
the desired navigation objective. By assuming that the human
will react to these changes through manual control interventions, AfP aims to maintain an up-to-date θ ∗ by deducing
information from the human’s intervening commands yh .
The dynamic adaptation to changing task objectives and
conditions differentiates AfP from the related problem of
Learning from Demonstration (LfD) [15], [16], since demonstrations in LfD are meant to teach an autonomous agent how
to perform a single target task. Moreover, AfP encourages
continuous interactions between the autonomous system and
the human participant, working towards the task objective
at all times. In contrast, conventional LfD agents and their
teachers must take turns in demonstrating and repeating task
behaviors, in a sequential manner [17], [15].
We used the Adaptive Parameter EXploration (APEX)
algorithm [9] to realize the AfP paradigm onboard our autonomous driving system. APEX is an online, any-time, and
parallelized implementation of model-free policy search [18].
Specifically, APEX operates by simulating multiple instances
of the boundary tracker, each with constantly-changing parameter settings that are being optimized using gradientbased search. The resulting steering commands yr from
each simulated instance are compared against the human’s
latest commands yh to form a similarity score, which is
accumulated over time. APEX selects the tracker instance
that best matches the human driver’s past actions through
an temporal-discounted score metric, and uses the winning

Fig. 4. Satellite view of the test site at the Canadian Space Agency. The
highlighted circuit depicts the gravel pathway used for our experiments,
which has an approximate 1 km length.

Fig. 5. During experiments, a human driver is responsible for the vehicle’s
safety, through control over the brakes and emergency stop. Another
human passenger supervises the autonomous driving system through a
laptop display, and occasionally makes manual control interventions using
a gamepad.

tracker instance’s steering commands to drive the actual vehicle. APEX’s generic design allows it to optimize different
parameter types, including continuous values and discrete
settings. Further implementation details are elaborated in [9].
V. FIELD EXPERIMENTS
We validated our interactive autonomous driving system
through a series of field trials, where onboard passengers
collaborated with our system to drive through several terrain
types and to adapt to diverse task conditions. The primary
goal of these field trials was to examine the system’s ability
to adapt to each user’s preferred driving behaviors, to cope
with dynamic challenges in the environment, and to adapt
to in-situ modifications of the hardware system. This section
will present our experimental setup as well as various results
of our field trials.
A. Evaluation Scenario
Four different participants collaborated with our autonomous system in order to jointly perform driving tasks.

(a)

(b)

(c)

(d)

Fig. 6. Snapshots of a run through the primary test circuit: (a) the human passenger began by training the boundary tracker at 3 km/h speed to follow a
previously-unseen gravel road, with the user’s command shown as a green arrow; (b) shortly after, the passenger relinquished control to the autonomous
system, which continued to track the path, with its autonomous steering command shown as a blue arrow; (c) the passenger incrementally ramped up the
autonomous driving speed to 20 km/h after witnessing robust tracking of the gravel-grass border through diverse surroundings; and (d) the run concluded
near a large tent that produced a confusing secondary boundary, although autonomous tracking of the gravel path remained unfaltering.
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Fig. 7. Sample segment demonstrating interactive re-learning following a change in the camera’s positioning: (a) following initial manual training, the
vehicle autonomously tracked the gravel pathway, with steering command shown as a blue arrow; (b) the passenger began issuing intervening commands,
shown with the green arrow, in preparation to change the camera’s pose while the vehicle is in motion; (c) after panning the camera to the right and
downwards, this unexpected change in image perspective caused the robot’s command to differ from the user’s desired steering; however (d) after AfP
swiftly adapted parameter settings to match the updated camera pose, the human quickly returned control back to autonomous driving system.

These experiments were performed within a controlled area
located at the Canadian Space Agency, as part of the 2014
NSERC Canadian Field Robotics Network (NCFRN) field
trials. The primary task goal for each user was to circumnavigate a closed-loop gravel pathway, highlighted in Fig. 4.
This pathway featured several challenging scenario segments,
including a forested patch, narrow land bridges passing over
pipes, and water-filled ditches. In addition to this primary
test circuit, several participants also directed the vehicle to
navigate less well-defined paths, such as along the tire tracks
of another vehicle that had previously passed through a
muddy field.
As seen in Fig. 5, during these experiments a human in the
driver seat assumed the role of safety manager, and had control over the brakes and vehicle’s kill switch. The passengerside participant interacted with the adaptive boundary tracker
using a gamepad, and also received visual feedback on a
laptop screen. The boundary tracker exerted control over the
vehicle’s heading, except when the passenger intervened to
provide manual steering directions. The vehicle operated at
a constant velocity, and although the passenger could change
this velocity setting by fixed increments, all participants
were instructed to be cautious during the requisite safety
briefing. Therefore, actual vehicle speed correlated with each
participant’s comfort levels, according to user testimonials.
Every participant was able to successfully complete the
1 km primary test circuit safely, demonstrating the basic
competency of our driving system. The remainder of this

(a)

(b)

Fig. 8. During a trial run, the participant steered away from the gravel
road and onto wheel tracks on a muddy field; (a) following a brief period
of manual steering commands, which are shown as green arrows, (b) our
system adapted to autonomously steer on the left wheel track, where the
autonomous steering commands are shown as blue arrows.

section will provide further analysis of the achieved results.1
B. Sample Adaptation Sequences
Overall, our adaptive driving system demonstrated a robust
ability to navigate the gravel path, operating predominantly
in autonomous mode. Human intervention occurred at the
beginning of each session to update the randomly-initialized
parameter settings, and a few more times throughout each
run at the discretion of the user. Fig. 6 illustrates a typical
run, where the initial human training allows the system to
subsequently perform the task robustly through a number of
situations such as changes in lighting and variations in terrain. Fig. 8 shows the vehicle adapting to drive along a set of
1 See

bit.ly/ICIUS2014AFP for videos of additional experiment runs.
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Fig. 9. Quantitative results reflecting interactive adaptation during a portion of a field session: (a) the robot’s autonomous commands quickly converge to
the human’s intervening steering controls; (b) for the same period, the intercept gain mapping parameter M1 is continuously optimized during interventions
as our adaptive system seeks for settings that best match the user’s latest steering commands. All other parameters tuned by APEX exhibited similar
adaptation trends.
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Fig. 10. Progression of vehicle’s speed during an adaptive autonomous
driving session.

muddy wheel tracks, which demonstrates the generalizability
of our system across terrains.
A key characteristic of our adaptive autonomous driving
system is the ability to quickly adapt to changing task
scenarios. Evaluations of such adaptations were carried out
throughout our field experiments, both naturally in response
to changing environmental conditions (as illustrated by
Fig. 6(c)), and through artificially induced scenarios such
as adjusting the vehicle’s camera pose mid-way through a
driving session, as shown in Fig. 7. This latter induced
scenario simulates accidental perturbations to the robot’s
physical configuration. Even in this drastic scenario, only
a small amount of human intervention was required for the
system to adapt its parameter values accordingly.
C. Quantitative Analysis
During our field experiments, the vehicle’s speed was
directly controlled by the human passenger, and was only
increased as each person felt comfortable with system performance. Fig. 10 depicts the progression of speed throughout
a run, which reflects a pattern typical to all users. Starting
from conservative speeds as low as 2 km/h, participants

would quickly ramp up the velocity as the autonomous
system proceeded to drive smoothly and without incident,
up to 20 km/h during some sessions, and at an overall
average speed of 8.98 km/h. The average speed during
user interventions was 8.76 km/h, compared to 9.35 km/h
achieved during autonomous control. This is an indication
of the confidence in the autonomous system, developed by
our study participants.
Fig. 9 provides a detailed view of the parameter adaptation
process that occurred during periods of human interventions.
Whenever the passenger intervened, the parameters of the
boundary tracking system were continuously optimized in
order to bring the autonomous heading commands into alignment with the human’s. At the beginning of each sequence of
human intervention, the parameter settings of the boundary
tracker would fluctuate significantly in order to reduce the
initially large error. As this adaptation process continued,
the parameter settings would eventually converge to a stable
configuration that consistently matched the user’s commands.
VI. CONCLUSIONS
In this work, we demonstrated the use of the Adaptation
from Participation paradigm to realize an interactive autonomous driving system that can handle diverse challenging
terrains. This comprised of a proof-of-concept system that
adapts to drive autonomously using vision on diverse paths
and trails, with occasional control interventions from a
human passenger. We also developed a standardized ROS
interface for the SL-Commander vehicle, which facilitated
the swift integration of, and extensions to, our existing
visual navigation system. Our experimental results with this
interactive autonomous vehicle have validated the promises
of AfP for driving use, both through positive user feedback,
and through consistent rapid adaptations to drive on unseen
paths and in dynamically changing environments. The rapid
adaptation to novel changing situations is a key demonstrated

feature of our system, which will be beneficial during upcoming deployments in a number of challenging outdoor
application domains, such as for agriculture, mining, and
forestry.
In addition to the adaptation abilities, another beneficial
feature of AfP is that the human participants were always
in full control over the vehicle, through immediate override
of the autonomous system’s steering commands, and also
through command over the autonomous vehicle’s velocity
settings. This led to an interesting side-effect where several
users pro-actively took over manual control despite observing consistent autonomous performance during hazardous
sections of the circuit, for example when driving through
a narrow land bridge surrounded by ditches and trees, and
while traveling along a segment bordering a watery trench.
This highlights the fact that the AfP paradigm preserves the
human’s sense of being in charge of the driving process. In
addition, such pro-active interventions are beneficial to AfP,
as they provide further opportunities to refine system parameters, leading to greater robustness. The ease with which AfP
can gather such training information in an interactive manner
is largely unique amongst competing approaches.
Several remaining challenges were also apparent during
our field experiments. The user interface for our prototype
system was based on a laptop screen for visual feedback
and a gamepad controller for user input. Although sufficient,
these interfaces proved somewhat awkward to use in the
confined passenger seat area. More natural forms of feedback, such as visualization on an augmented display, and
use of the steering wheel for control input are likely interface
improvements for our ongoing investigations.
A primary technical aspect of our adaptive system is the
dynamic updating of system parameters based on intermittent
manual steering commands. While our current adaptation
approach is highly capable, we are continuing to enhance
its functionality and generality. One promising area for
improvement is the explicitly modeling of user intention
for different interaction periods. As we have noted, most
manual interventions during our field trials were meant to
correct unsafe autonomous behavior or to specify a new
task objective. However, in few instances the causes of
intervention were independent of the performance of the autonomy, such as over-caution in anticipation of hazards in the
vehicle’s non-immediate surroundings. Correctly capturing
these intentions will allow our system to produce desirable
driving behavior more rapidly in the future. Given that our
system is largely agnostic to the underlying system being
adapted, our Adaptation from Participation framework also
has the potential to increase efficiency and add value to many
other collaborative human-robot teams in the near future.
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