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Removal of Partial Occlusion from Single Images
Scott McCloskey, Member, IEEE, Michael Langer, and Kaleem Siddiqi, Senior Member, IEEE

Abstract— This paper examines large partial occlusions in
an image, which occur near depth discontinuities when the
foreground object is severely out of focus. We model these partial
occlusions using matting, with the alpha value determined by
the convolution of the blur kernel with a pinhole projection of
the occluder. The main contribution is a method for removing
the image contribution of the foreground occluder in regions of
partial occlusion, which improves the visibility of the background
scene. The method consists of three steps. First, the region of
complete occlusion is estimated using a curve evolution method.
Second, the alpha value at each pixel in the partly occluded region
is estimated. Third, the intensity contribution of the foreground
occluder is removed in regions of partial occlusion. Experiments
demonstrate the method’s ability to remove the effects of partial
occlusion in single images, with minimal user input.
Index Terms— focus, matting, partial occlusion, curve evolution

I. I NTRODUCTION
Optical blur arises in photographic images as a result of the
use of finite apertures. Unlike pinholes, finite apertures cannot
produce a sharply-focused projection of objects at all depths
in the scene. When out of focus, the image of an equifocal
object is well described by the convolution of the sharply-focused
image of the object with the point spread function of the lens.
Near discontinuities in depth, however, the situation becomes
more complicated. When focused on the background, a finite
aperture lens projects light from both foreground (occluding) and
background (occluded) objects to the same point on a sensor. Such
points are partially occluded in that the irradiance is due to both
the foreground and background objects.
In surveillance applications, severe blurring of the occluder
arises when shooting through small openings such as keyholes
(Fig. 1), the bars of a fence, or other narrow openings (Fig.
7). Fig. 1 (left) shows an example of a low-resolution video
frame taken through a keyhole. Three regions are demarcated:
complete occlusion (outside the red contour), partial occlusion
(between green and red contours), and no occlusion (inside green
contour). The region of no occlusion is quite small in this image,
comprising only about 2% of the pixels, whereas the region
of partial occlusion is quite large. Also note that the region of
complete occlusion is severely under-exposed, as the camera’s
settings are chosen to properly expose the background.
We describe a method to estimate the true background image
in the partially occluded region. Our goal is not to “fill in” the
background in a perceptually pleasing way, but rather to reveal
details in the background. For example, Fig. 1 (right) shows
the final output of our method. Note how important details in
the partially occluded background region are exposed by our
method, e.g., in the face region. As discussed in Sec. VIII, existing
methods do not address this problem, and even sophisticated
natural image matting techniques fail to recover the background.
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Fig. 1. (Left) Low resolution (640-by-340 pixel) video frame taken through
a keyhole. Pixels between the red and green contours are partially occluded.
(Right) The output of our method, with improved visibility in the partiallyoccluded region. The noticeable noise in the processed result is due to low
capture quality and relatively high magnification on the rendered page. Section
VI discusses our method’s effect on noise.

At first glance, the problem we are addressing might seem
simple to solve, since it requires only that the image contrast be
increased within the region of partial occlusion. Notice however
this is actually a non-trivial problem, since the necessary increase
varies spatially across the region of partial occlusion, and this
spatial variation depends on the occluder shape and on the blur
width, which are unknown and which need to be inferred.
Our method to estimate the true background from a single
image without extensive user input, works under the following
assumptions:
The foreground (occluding) object is assumed to lie in a
fronto-parallel plane so that blur is uniform across it, and that it
has a smooth boundary that can be recovered from a defocused
image. We further assume that, due to severe blurring and
under- or over-exposure, the foreground appears as a region
of uniform intensity in the input image.
• The background is assumed to have a different intensity than
the occluding object near the boundary between the two, and
is assumed not to contain edges or low-frequency transitions
that parallel the contour of complete occlusion (see Sec. V).
• The input image is assumed to contain at least one completely
occluded pixel, which may not hold when thin occluding
objects (e.g. tree branches) are severely defocused.
•

The assumptions will be explained in more detail in the paper.
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Fig. 2. Imaging a red scene object behind a green occluding object. This
figure is not to scale and is meant only to illustrate qualitative aspects of our
model, such as the double cone between the lens and occluder and a point p
that is completely occluded.

II. M ODEL OF PARTIAL O CCLUSION
The size of a region of partial occlusion depends both on the
size of the aperture and on the depths of the foreground and
background. The thin lens model of optics predicts that the blur
radius r is, in pixels,
r=

f
| 1 − ds
2N

„

1
1
−
f
do

«
|

(1)

where f is the lens focal length, N is the unitless aperture fnumber, ds is the distance between the sensor and the lens, and do
is the distance to the occluding (foreground) object. For example,
if the camera were focused at infinity, we would have ds = f and
the radius would simplify to
r=

f2
.
2N do

(2)

Thus, the width of the partially-occluded region near a depth
discontinuity in an image is 2r. Dividing this distance by the pixel
size (6 × 10−6 m for the Nikon D80 used for the experiments in
this paper) converts the width into pixel units. For example, for a
50 mm lens and an f-number of N = 2.8, an occluding object at
a distance of 1 meter would produce a blur width of just under
10−3 m, roughly 150 pixels. Some of the examples in this paper
consider occluders that are closer to the sensor plane than this
distance and hence cause much greater blur.
Our method takes as input a single image whose RGB intensities are a non-linear function T () of the mean radiance of rays
reaching a pixel. That is,
I(p) = T (R(p))

(3)

where T () is the camera’s tone mapping function. We remove
this non-linearity using the method of Debevec and Malik [1].
This transforms a camera image I(p) to an mean radiance image
R(p), which is proportional to image irradiance. In describing the
matting model below, we will refer to R(p) and its foreground
and background components simply as “intensity”, and we only
mention RGB when necessary.
The general image matting problem is to solve for the opacity
α(p), the foreground (occluder’s) intensity T (Ro (p)), and the
background intensity T (Rb (p)). Given only a single image, this
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problem is under-constrained [2] since there are more variables than measurements. The partial occlusion problem that we
address, though still under-constrained, is a more constrained
version of the image matting problem in which the foreground
image is sufficiently blurred or underexposed that the occluder’s
radiance Ro (p) may be treated as a constant. On the one hand,
this assumption that Ro is constant makes our problem easier. On
the other hand, our method makes use of much less user input
than popular matting techniques. Whereas matting techniques
assume that the user hand-labels regions of the foreground and
background with a trimap or scribbles (defined in Sec. VIII-B),
we assume that the user only inputs the location of a single point
in the completely occluded foreground region. (See Sec. VIII for
a comparison to matting and other work.)
The situation we consider is illustrated in Fig. 2. We assume
that the camera’s settings are chosen to focus on and properly
expose for the background. According to the reverse projection
blur model of Asada et al. [3], the radiance observed at a point
on the sensor is determined by the amount of light emitted or
reflected from points within a double cone in the scene. One cone
has its base at the lens aperture and its apex at the plane of focus.
The other cone has the same apex, but its base is at infinity. In
Fig. 2, the background intersects the latter cone. There is also a
third cone, which is between the lens and the sensor plane and
whose apex is at the sensor point. All three cones are centered
on the chief ray which passes through the optical center of the
lens and arrives at the sensor point.
The foreground occluder will be visible at a point p on the
sensor if it intersects p’s double cone. The contribution of the
occluder to the mean irradiance R(p) will be related to its radiance
and to the fraction α of the double cone’s solid angle that is
subtended by the occluder. We model the occluder as contributing
uniform radiance Ro which does not vary with p. This assumption
holds when the foreground lacks texture, is severely defocused,
or when it is under- or over-exposed in the image.
The main quantity of interest is the background surface which
has radiance Rb (p), which does vary with p. We note that, when
the background surface does not lie at the apex of the double
cones, the background’s contribution to Rb (p) will depend on
the mean radiance of points that lie in p’s double cone and that
arrive unoccluded at the sensor at p, i.e. the background need not
be focused.
These assumptions lead to the following model for the average
radiance incident at pixel p:
R(p) = α(p)Ro + (1 − α(p))Rb (p)

(4)

This model is a special case of the image matting equation in
which the foreground Ro is constant. This model applies to each
color plane in an image, i.e. the Ro and Rb (p) are RGB triplets.
The opacity α(p) takes a value of 0 when the double cone centered
on p’s chief ray doesn’t intersect the occluding object, and it
takes the value 1 when complete occlusion occurs, i.e. when the
occluding object spans the solid angle of the double cone.
At pixels with partial occlusion, α(p) is modelled as follows.
Let χ(p) be the indicator function that the foreground occluder
would have in a pinhole camera image. Multiple χ functions
would have to be defined if there were multiple occluders, and
the method in this paper would be repeated for each occluder.
We denote the boundary between the two regions χ(p) = 0 and
χ(p) = 1 by C ∞ , which is illustrated in Fig. 3 by the yellow
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Fig. 4. (Left) A 1296x1936 image of a textured mural behind an occluder 2cm from the Nikon D80 camera, which is exposed for and focused on the
background. The red contour shows our segmented contour C N . (Middle) The estimated α(p): 22% of pixels are unoccluded (α = 0), 31% completely
occluded (α = 1), and 47% partially occluded (0 < α < 1). (Right) Our output, after removing the foreground’s contribution in regions of partial occlusion.
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Fig. 3. Contour of complete occlusion in the finite aperture image C N (red),
no occlusion (green) and occlusion in a pinhole image C ∞ (yellow).

curve. The notation C ∞ is intended to convey that this contour
bounds the region of complete occlusion (α(p) = 1) in a pinhole
aperture image (N = ∞).
For each p, there is a blur disk D centered at p, which accounts
for the blur of the foreground occluder. This blur disk is a pillbox
function of constant radius r, where r is determined by the
constant depth do of the occluder and by the camera settings
as per Eq. (1). Since the blur disks all have the same radius r,
we can interpret D as a blur kernel in a convolution:
α(p) = D ∗ χ(p) .

(5)

Since χ(p) takes values either 0 or 1 when the occluder is or is
not visible in the pinhole image, respectively, it follows that α(p)
is the fraction of the area of the blur disk centered at p that is
covered by the occluder. We denote by C N the boundary between
the two regions α(p) = 1 and α(p) 6= 1 for finite aperture N ; it
is illustrated in Fig. 3 by the red curve. Properties of the opacity
function α(p) and the relationship between contours C ∞ and C N
are elaborated in detail in the Appendix, but for many occluders
the contours are separated by a distance of r as in Fig. 3.
III. M ETHOD OVERVIEW
The following three sections develop the principal steps of our
method. Before presenting them in detail, we summarize each and
illustrate the intermediate results on a particular example (Fig. 4).
The first step of the method is to segment the completely
occluded region. This requires a user to select a single point in

this region. This is the only user input required by the method.
The image is then pre-processed, converting RGB triplets to a
scalar image R∗ (p), which is the L2 distance between each RGB
value and that of a user-selected point in the completely occluded
foreground. Using this scalar image, we run a geometric flow
method to find the boundary C N of the completely occluded
region (that is, the boundary with respect to aperture N ). The
red curve in Fig. 4 (left) shows the computed boundary.
The second step is to estimate α(p), which is the fraction of
pixel p contributed by the foreground, i.e., the opacity. Using
the estimated boundary of the region of complete occlusion, we
search for the blur radius r which produces the smooth, monotonic
opacity change which is the best fit (in the least squares sense) to
the image R∗ (p). We do so by estimating the indicator function
χ(p) of the occluder in a pinhole image and, along with a blur
disk D of radius r, apply Eq. 5 to obtain α(p). Fig. 4 (center)
shows the recovered α function for our example image.
The third and final step is to invert Eq. 4 to recover the
background Rb (p). This step is applied separately to each of the
RGB color channels, and the final result is shown in Fig 4 (right).
IV. S TEP 1: E STIMATING R EGION OF C OMPLETE O CCLUSION
A. Preprocessing
We perform the segmentation using a new image R∗ ,
R∗ (p) = kR(p) − Ruser k2 ,

(6)

which is the L2 norm between R(p) and the radiance Ruser at
the user-selected point.
This new image is nearly zero at points in the region of
complete occlusion, and rises above zero into regions of partial
occlusion. Since Ro is near constant on the foreground occluder,
points on the boundary between the regions of complete and
partial occlusion will have gradients ∇R∗ that point out of the
region of complete occlusion. This property will be used next to
estimate this boundary. Of course, if the occluder’s appearance Ro
is the same as that of points occluded on the background Rb (p), it
will be impossible to disentangle the two at the pixel level. Such
inherent ambiguities are well known in matting problems [2] and
in segmentation problems in general.
B. Geometric Flow Method
While the region of complete occlusion is assumed to have
nearly constant intensity, determining its boundary C N is nontrivial due to extremely low contrast in the surrounding region.
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Fig. 5. (Left) Segmented contour C N (red curve; u = 0) and several contours of pixels equi-distant from C N , including our estimated C ∞ (yellow;
u = 161) and the outer bound of the region of partial occlusion (green; u = 322). (Right) Blur profile P (u) (red plot with *s) and several candidate profiles
(1 − Pr (u)). Note that, since there are fewer pixels on the equi-distant contours at larger values of u, P is noiser at the right end of the plot.

In order to produce good segmentations in spite of this difficulty,
our method uses two cues. The first cue is that pixels on C N have
gradients of R∗ that point into the region of partial occlusion, as
mentioned above. The second cue is that points outside of the
completely occluded region will generally have RGB intensities
that differ from Ruser .
To exploit these two cues, we employ the flux maximizing
geometric flow of [4], which evolves a 2D curve C(t) to increase
the outward flux of a static vector field through its boundary. Our
cues are embodied in the vector field
−
→
∇R∗
, where
V =φ
|∇R∗ |
φ = (1 + R∗

−2

(7)
(8)

).

The vector field embodies the first cue, representing the direction
of the gradient, which is expected to align with the desired
boundary as well as be roughly orthogonal to it. The scalar field
φ, which embodies the second cue, is near 1 in the completelyoccluded region and is smaller elsewhere. As noted in [5], an
exponential form for φ can be used to produce a monotonicallydecreasing function of R∗ , giving similar results. The curve
evolution equation works out to be
−
→−
→
∂C
= div( V )N =
∂t

»fi

∇R∗
∇φ,
|∇R∗ |

fl

–

−
→
+ φκR∗ N ,

(9)

where κR∗ is the Euclidean mean curvature of the iso-intensity
−
→
level set of the image and N is the normal to the evolving curve.
The flow cannot leak outside the completely occluded region since
by construction both φ and ∇φ are nearly zero there.
This curve evolution, which starts from a small circular region
containing the user-selected point, may produce a boundary that
is not smooth, particularly in the presence of noise. In order
to obtain a smooth curve, from which outward normals can be
robustly estimated, we apply a few iterations of the Euclidean
curve-shortening flow [6].
The curve evolution equation is implemented using level set
methods [5]. The basic idea is to treat the evolving curve C(t)
as a particular level set of a higher dimensional function Ψ,
typically defined as a signed Euclidean distance function to the
initial curve C(0). It can be shown that with the update equation

~
Ψt = div(V)|∇Ψ|
, its level sets move according to the desired

model (Eq. 9). This level set update is implemented using a
standard first-order in time finite difference scheme, with the
spatial derivatives computed using central differences.
V. S TEP 2: E STIMATING PARTIAL O CCLUSION α(p)
Having estimated the boundary C N of the region of complete
occlusion, we next estimate α(p) throughout the image. We do so
by simulating a family of αr functions that would be produced by
various blur radii r. We use the boundary of complete occlusion
and the candidate blur radius to estimate the domain of the
occluder χr (p) that would be visible in a pinhole image if the blur
radius were r. We estimate Cr∞ (the boundary of χr ) by taking
the morphological dilation of the completely occluded region by
r pixels (see Appendix). This dilation is found by computing the
distance between all points and the contour C N and selecting
those points with distance r. Using a blur disk D with radius r,
we apply Eq. 5 to estimate αr (p), the opacity channel consistent
with radius r.
Given such a set of αr functions, we find the one that best
matches the pre-processed input image R∗ (p). Assuming that
α(p) is constant along contours parallel to C N (see Appendix),
we average the R∗ (p) values over such contours to produce a 1D
blur profile P (u). Each value P (u) is the average of R∗ over the
set of pixels at a distance u from C N . This averaging smooths out
the high-frequency background image component, simplifying the
estimation of α. We perform a similar averaging within each of
the simulated αr , and denote the corresponding candidate profiles
as Pr (u). The blur radius r is then estimated from P (u) and the
family Pr (u) as follows.
We combine Eqs. 4 and 6 to get
R∗ (p) = (1 − α(p))kRb (p) − Ro k.

(10)

Noting that the profile values P (u) were the averages of radiances
from pixels with roughly the same α value (i.e. from a common
contour parallel to C N ), we approximate α(p) ≈ α(u). Letting
Rb (u) be the average radiance of background for points that fall
on a contour at distance u from C N , we get
P (u) = (1 − α(u))kRb (u) − Ro k.

(11)
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Fig. 6. Fitting error as a function of candidate blur radius. The minimum
error is at r = 161 pixels.

We assume that the background texture does not contain edges
or low-frequency transitions that occur parallel to the contour
of complete occlusion, in which case the values of Rb (u) are
relatively constant. As a result, we can write:
P (u)
≈ 1 − α(u).
kRb − Ro k

(12)

Using this approximation, we choose the r that minimizes the
L2 distance between (1−Pr (u)) and the blur profile normalized to
account for an approximation of kRb − Ro k. Fig. 5 (right) shows
the normalized blur profile and several candidate profiles for our
illustrating example. A plot of the L2 distance as a function of
r for the mural example is shown in Fig. 6. A global minimum
is found at r = 161 pixels, which is the best fit estimate of r in
the least squares sense. Because the L2 distance is convex with
respect to r, we employ a coarse-to-fine search to estimate α with
relatively few candidate r’s.

Fig. 7. (Top) f/8 image of a truck, taken through a narrow opening. (Bottom)
The method estimates the background in the region of partial occlusion.

VI. S TEP 3: R EMOVAL OF PARTIAL O CCLUSION
We restore the image’s background by estimating the RGB intensities Ib (p) that would be observed in the absence of occlusion.
From Eqs. 3 and 4, we have:
„
Ib (p) = T (Rb (p)) = T

T −1 (I(p)) − α(p)Ro
1 − α(p)

«
.

(13)

To apply Eq. (13), we take Ro to be the average radiance over
the segmented region of complete occlusion.
From Eq. (13) we can see that when α(p) ≈ 1, in the area
of C N , both the numerator and denominator of the argument
of T () are close to zero. (The numerator is (1 − α(p))Rb (p).)
This suggests that the estimate of the argument of T () can be
numerically sensitive both to errors in the estimate of α(p) and
to image noise. An example of the noise sensitivity can be seen in
Fig. 1, where the image was taken under low lighting conditions
and with a video camera, and hence is quite noisy.
While this limitation in estimating the background at points
where α(p) ≈ 1 is fundamental, it could be mitigated by applying
standard image restoration methods post hoc. For example, one
could reduce larger effects of image noise by selectively blurring
the output, e.g., such that points with α(p) ≈ 1 are blurred more.

Fig. 8. (Left) Image of a white sheet taken through a keyhole, annotated with
contours of complete occlusion C N (red), no occlusion (green) and occlusion
in a pinhole image C ∞ (yellow). (Center) Processed image, based on
convolution of the foreground region with a disk function. (Right) Processed
image, based on the assumption that the occluding contour is locally linear.

VII. E XPERIMENTS
Fig. 7 shows an example of a light-colored foreground, where a
vehicle is viewed through a narrow space between yellow occluding objects. Details in the background are recovered despite nonconstant hue and luminance in the completely occluded regions
due to texture on the occluder. In addition, the background scene
contains significant variations in illumination, which produces low
contrast in shadowed regions.
Though we use Eq. 5 to estimate α via 2D convolution, one
can derive a pixel-wise closed form expression for α by assuming
that the contour C ∞ is locally linear, as in [7]. In the case of the
keyhole shown in Fig. 1, which has a non-linear occluding contour
C ∞ , this assumption introduces a systematic error in the estimates
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of α. Having revised the α estimation scheme to eliminate this
assumption, we now quantify the improvement in the processed
image. Fig. 8 (left) shows the image of a white surface taken
through a keyhole, annotated with C N (red), C ∞ (yellow), and
the contour of no occlusion (green).
The processed result based on the algorithm described in this
paper is shown in Fig. 8 (middle). Using the same C N and
r, the processed result based on a linear boundary assumption
[7] is shown in Fig. 8 (right). In places where the occluding
contour has high curvature (such as the bottom of the opening)
α(p) is underestimated, resulting in reconstructed pixel values
that are too dark. Because the reconstructed background should
have uniform intensity (since the background is a white piece of
paper), the improvement we obtain by considering the curved
occluding boundary is quantified by comparing the standard
deviations of processed pixels. By that metric, the revised method
for estimating α (from the same C N and r) reduces the standard
deviation of processed pixels from 12.17 to 5.59 (8-bit) code
values. We get this significant improvement despite the fact that
the new α estimate only differs from the old estimate in the
neighborhood of the curves in C N , and the image has noise that is
amplified by the processing of Eq. 13; for reference, the standard
deviation of pixels where α = 0 is 3.52 code values.
VIII. R ELATION TO P REVIOUS W ORK
The partial occlusion problem is similar to, but different from,
problems that have been addressed in the past. In this section, we
clarify the similarities and differences.
A. Multiple image methods based on blur
The topic of image blur has received much attention in computer vision. For example, depth from defocus [8] and depth
from focus [9] methods estimate scene depth either by measuring
blur or by finding focus settings that sharply-render each object
in the scene. Most rely on multiple images and take advantage
of analogous constraints between defocus and stereo [10]. Like
our method, some reconstruct the background behind blurred
occluding edges, notably Bhasin and Chaudhuri [11], Favaro and
Soatto [12], Hasinoff and Kutulakos[13], and Gu et al. [14]. The
key difference between these methods and ours is that they depend
heavily on having multiple images of a static scene whereas
our method uses a single image only and does not require the
scene to be static (recall Fig. 1). These additional images are
needed to estimate the 3D structure of the scene in addition to
the background. We do not estimate the scene’s 3D structure, but
the use of a single image allows us to reconstruct scenes with
changing backgrounds, where these methods cannot be applied.
Other blur-based methods exist which use multiple images [15]
or video streams [16] for matting, the topic we turn to next.
B. Single image methods based on image matting equation
Classical blue screen matting [2] is similar to our method in
that it assumes a constant RGB background (we assume a constant
RGB foreground) and one could argue that both rely on the same
model of image formation and the same assumptions. There is
a fundamental difference, however, which is that in blue screen
matting the foreground layer (containing the matte) is assumed
to be in focus. In particular, the matte is assumed to be either
0 or 1 on all but a small number of pixels, namely those that
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straddle the boundary between the two layers. In our problem,
on the other hand, the foreground layer assumed to be severely
blurred. Unlike classical matting where only a small set of pixels
have alpha values different from 0 and 1, in most of our examples
over half the pixels in the image have α in the range (0, 1).
Another key difference between our method and matting methods is the amount of user input. Image matting is known to
be under-constrained [2] and so recent work has relied heavily
on user input to obtain good results. For example, Chuang et
al. [17] and Sun et al. [18] use only one image or video,
but require the user to provide a trimap, which is a detailed
manual segmentation of the scene into regions containing only
foreground, only background, and a third (relatively thin) region
that includes the pixels where 0 < α < 1. Other recent methods
have used “scribbles” instead of trimaps, the production of which,
while less demanding of a user, is still something of an art. Both
scribbles and mattes constitute significantly more user input than
our method, which only requires a single point from the user.
These differences aside, we have experimented with the reference implementation of Levin et al. [19] on real and synthetic
images with wide regions of partial occlusion. Fig. 9 shows the
background and α(p), estimated by that method from the image
in Fig. 4, and illustrates the method’s errors in the wide regions of
partial occlusion, where texture on the background mural appear
incorrectly as patterns in the matte. Similar errors arise in other
images we have examined.
C. Vignetting
Step 3 of our method amplifies the image intensity of the
background based on the attenuation due to the occluding object.
Though this is similar to vignetting methods [20] which invert
the intensity reduction at image edges due to attenuation by
the lens, the details are quite different. Vignetting methods fit
a global model of symmetric attenuation about the lens’ center
of projection, whereas we estimate a local model of an occluder
outside the camera body and that can have a more general shape.
IX. C ONCLUSIONS
We have developed a method for estimating partial occlusions
in single images, and for recovering the background texture. Very
little user interaction is required; the user need only click on a
single point in each completely occluded region.
We stress that the method attempts to recover the actual
background image intensities, rather than trying to hallucinate
missing information, as is done in in-painting [21]. We have
identified regions where noise is problematic, namely values of
α(p) near 1, and have suggested how image restoration methods
could be applied in these regions (recall Sec. VI). The output
of our method could be used, for example, in a classical image
restoration method based on Wiener filtering.
Though we have stressed that our method requires only the
location of a single completely-occluded point as input, this may
not be the most effective mode of user interaction. Whereas we
currently use the geometric flow of Sec. IV-B to segment the entire
region of complete occlusion from a single click, we have also
experimented with a trivial extension that segments the region
incrementally, from a series of user clicks. By running the curve
evolution for a shorter time for each click, the user gets a greater
degree of control over the segmentation process, which may lead
to better results in the case of complicated occluders.
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Fig. 9. (Left) Scribble image given to Levin’s method. (Center) Estimated alpha α(p), which contains intensity features from the background mural. (Right)
Recovered background of the mural image, as estimated by method of Levin [19]. The recovered background intensities are missing many features from the
background mural. (Compare to output of our method shown in Fig. 4.)
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Fig. 10. An occluding contour C ∞ (solid yellow) with a corner point s
1
where κ(s)
= 0 < r. Contours C N (red), no occlusion (green), and our
improperly-estimated C ∞ (dashed dark yellow).

A PPENDIX
Recall from Sec. V that we estimate C ∞ from C N by a dilation
by r. Following the standard definitions [22], let κ(s) be the
curvature of C ∞ , parameterized in terms of arclength s. Concave
points on C ∞ have negative curvature and convex points have
positive curvature, and an orientation discontinuity (a corner) has
infinite curvature which is either negative or positive depending on
whether it is concave or convex, respectively. We first consider
what happens when C ∞ evolves inward with unit speed in the
direction of the normal to C ∞ . Note that inward/outward unit
speed curve evolution is equivalent to erosion/dilation over some
time t < 0 [23]. Also, note that this is a different curve evolution
from what we use to segment the region of complete occlusion.
Proposition Let the blur width be r and the curvature of C ∞ be
κ(s) where s is an arclength parameter. Then, C N is the erosion
of C ∞ by distance r (and C ∞ is the dilation of C N by distance
1
r) if and only if −∞ < κ(s)
< r, for all s.
Proof For the unit speed erosion of C ∞ , the curvature at time
t is κ(s, t), and the evolution is time reversible as long as κ(s, t)
is finite [24]. Moreover, for a point on C ∞ at position s and
time t = 0, the distance travelled by the curve until the curvature
1
, at which point a singularity
becomes infinite is u = − κ(s,0)
occurs. This leads to three distinct cases for points on C ∞ .
1) When C ∞ is concave, the erosion is always well-behaved
and C N is a distance r from C ∞ . Thus, even though
singularities occur when C ∞ is dilated by r, it is possible
to estimate C ∞ from C N via dilation.

1
2) When | κ(s)
| > r and C ∞ erodes a distance r, the curvature
remains finite. all points on C ∞ are a distance r from C N ,
and it is possible to estimate C ∞ from C N via dilation.
1
3) When C ∞ is convex at s and κ(s)
< r, a singularity occurs
via erosion at some t such that −r < t < 0. The result is
that many points on C ∞ map to the same singularity points
on the evolving curve and, although each point on C N is a
distance r from C ∞ , there will be points on C ∞ for which
the distance to C N is greater than r. This case is illustrated
in Fig. 10; we cannot recover C ∞ by dilating C N by r.

In Sec. V we also argue that the values of α are approximately
constant along contours parallel to C N , and use this to reduce the
2D blur to a 1D profile. This constancy holds when the occluding
1
object is a disk with radius greater than or equal to r, i.e. κ(s)
>r
for all s. Because the occluder, blur disk, and contours are all
circular in this case, the constancy results from the rotational
symmetry and we can find a closed-form solution. Letting χ be
a disk of radius ro centered at (x, y) = (0, 0), we find, without
loss of generality, α of a partially-occluded point on x = 0,

α(0, y) =

8 Z x0
p
p
>
>
ro2 − x2 − y + r2 − x2 dx
>
>
>
x=−x0
>
p
>
>
>
: ro − r < y ≤ ro2 − r2
<
Z x0
>
p
p
>
>
2
>
πr
−
r2 − x2 + y − ro2 − x2 dx
>
>
>
x=−x0 p
>
>
:
: ro2 − r2 < y < ro + r

(14)
where
s
x0 = rχ

1−

„

ro2 + y 2 − r2
2ro y

«2

(15)

The constancy also holds when the occluder has a circular hole
with radius greater than r, and a similar expression can be found.
Note that the point of this analysis is to explain how α depends
on y (i.e. position), r, and ro . Eq. 14 is presented for analytic
purposes only; we do not use it to compute α in our method.
Despite the constant curvature assumption not holding in the
examples of Figs. 1 or 4, our method produces a high-quality
restoration of the background. This raises a question: in the nonconstant curvature case, how much does α vary along contours
parallel to C N ? One would expect that when curvature is nearly
constant, the approximation would hold well and it should gracefully degrade as curvature variation increases. We illustrate this
effect with Fig. 11 (left), which shows a synthetically-blurred
(r = 50 pixels) image of an occluder with significant variations
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Fig. 11. (Left) A synthetically-blurred (r = 50 pixels) image of an occluder
with significant variations in curvature along C ∞ (yellow contour). (Right)
The true α with several iso-α contours (magenta) and C N (where α = 0).

Fig. 12. Mean and standard deviations of 1 − α(u) for u = 1, . . . , 100
over the entire image (black curve) and several regions (colors correspond to
regions in the legend). Curves are shifted by 0.2 vertically for clarity.
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true α and several iso-α contours, including C N (where α = 0).
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